
Reflections o n  Adaptive 
Behavior 



3 Variation and Selection in Response Structures 

Alliston K. Reid, Rebecca Dixon, and Stephen Gray 

Thinking back, I believe I grew up in John Staddon's lab in the late 1970s. 
Earlier, when I was student in a learning course at Wofford College, my pro- 
fessor required us to select a "hero." Every week we were to present to the 
class at least one article written by our hero, and I had the luck to begin 
with Staddon and Simmelhag 1971. It required more than a week, but 

what a vision of behavioral research it provided! Behavior analysis was 
combined seamlessly with evolutionary processes, producing a fundamen- 
tal reorganization of our understanding of traditional reinforcement theory! 

I took an independent research course with Staddon during summer school 
at Duke just before my senior year (to "prove myself" to him), and he asked 
me to write a paper on "Reinforcement as a Feedback Mechanism." This 
combination of engineering, evolutionary biology, and mathematics cen- 
tered on the fundamental questions in behavior analysis made me passion- 
ate about working with Staddon. 

Staddon's lab meetings were unlike any others I have experienced. His 
view of the experimental analysis of behavior was clear: The aim of behav- 

ioral analysis is the explanation of all the behavior of an organism in terms 
of a limited number of fundamental processes and their rules of interaction. 
The search for parsimonious mechanism was paramount and carried out 
with zeal. No mechanism could be incompatible with the haphazard fixes 
of natural selection. Parsimony was more important than attempts at com- 

plete explanations because parsimonious models could be tested, refined, 
or discarded faster than could complex explanations, thus maximizing the 
rate of scientific progress. 

The research described in this chapter follows the same strategy: a diffi- 
cult, ostensibly intractable, issue in behavior analysis is broken down into 
the most parsimonious mechanism(s) that we can identify. Then we see 
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how much of the original problem it can explain without including addi- 
tional assumptions. The problem of interest in this chapter is the internal 

structure of learned response sequences. This problem has often seemed in- 
tractable because extended training sometimes produces novel behavioral 

units, in which the response(s) strengthened by reinforcement seem to 

change into more complex units (see, e.g., Reid, Chadwick, Dunham, and 
Miller 2001). The obvious difficulty is: How can one model the effects of 

reinforcement on behavior if the affected behavioral structure changes? To 
explore and answer this question, we need to look carefully at the circum- 

stances that produce new behavioral units. 

What happens to learned response structures when reinforcement con- 
tingencies change? We are especially interested in the response structures 
known as behavioral units, although we are concerned with all structure. 
For example, the lever-press response in rats becomes a behavioral unit 

that functions to produce reinforcement in a variety of reinforcement con- 

tingencies. With extended training, complex patterns of lever presses or key 
pecks may become integrated into functional behavioral units (Fetterman 

and Stubbs 1982; Reed, Schachtman and Hall 1991; Reid et al. 2001; 
Schneider and Morris 1992; Schwartz 1981, 1982, 1986; Shimp 1982; 

Stubbs, Fetterman, and Dreyfus 1987; Thompson and Zeiler 1986). Some 

studies have been specifically designed to demonstrate that the observed re- 
sponse structures act as functional behavioral units. In many other studies 

researchers have observed high degrees of stability in response structure, 

even though they did not attempt to prove that behavioral units have 
developed (Catania 1971; Machado 1993, 1997; Neuringer 1992; Shimp 

1982). 
The processes responsible for variation and selection in response struc- 

tures in stable and changing environments have long been elusive. The 

variability of well-learned sequences of lever presses or key pecks, for exam- 

ple, may be influenced by processes acting at the level of the entire re- 
sponse sequence (which we will call "sequence-level processes") or at the 

level of the individual operants that make up the sequence ("response-level 

processes"). The inference of a behavioral unit should require the existence 

of sequence-level processes. At the least, the term "behavioral unit" implies 
that the unit (as a whole) will have some degree of response strength (Baum 

2002), which is often equated with sequence probability. A sequence-level 

process such as response strength was clearly implied by Schwartz (1981, 
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1982, 1986) when he found that complex behavioral units "maintained 
their integrity" when the reinforcement contingencies were shifted to ex- 
tinction, or shifted to interval, ratio, multiple, and concurrent schedules 
that reinforced repetitions of the same behavioral patterns. 

Several studies have demonstrated stereotypical behavioral units using 
a procedure that reinforced pigeons for pecking a two-dimensional stimu- 
lus array of lights (Pisacreta 1982; Schwartz 1981, 1982, 1986; Vogel and 

Annau 1973). Generally, pecks on one key move the light to the right, and 
pecks on the other key move the light down. Reinforcement is delivered 
when a particular light (say, at the bottom right location) becomes illumi- 
nated. The usual finding is that with extended training, most pigeons pro- 
duce only a small subset of the large number of possible sequences that 
would result in reinforcement. These dozen or so sequences are inferred to 
be complex behavioral units because of the stability of the sequence proba- 
bilities from day to day and when shifted to reinforcement schedules that 

foster repetitions of that behavior pattern. 
Does the stability of sequence probabilities mean that sequence-level pro- 

cesses are at work? Or, could response-level processes be responsible, some- 
times masquerading as sequence-level processes? In the three sections that 
follow, we ask: What happens to learned response structures when rein- 
forcement contingencies change? What processes produce stability of these 
response structures, or act to select a new pattern of behavior? We begin 
by discussing an elegant series of experiments by Allen Neuringer and his 
colleagues that asked these same questions and demonstrated this stability 
in response sequences when reinforcement contingencies were shifted to 
extinction. Then we describe two experiments from our lab that were 
designed to further identify the processes at work. 

Reanalysis of Neuringer, Kornell, and Olufs 2001 

In an elegant series of experiments, Neuringer, Kornell, and Olufs (2001) 
recently made a major contribution to our understanding of variability 
in response structure. They carried out three experiments, each involving 
two phases. In the first phase, sequences of three responses across three 
operanda were reinforced according to some schedule of reinforcement. 
Thus, 27 response sequences were possible. The second phase was always 
an extinction condition. They compared the ordering of the sequence 
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probabilities generated under the reinforcement schedules with the 
ordering observed under extinction. They concluded that "the ordering of 
sequence probabilities was generally unchanged, the most common 
sequences during reinforcement continuing to be most frequent during 
extinction" (p. 79), and that learned response structures maintain their 
integrity even under extinction. This remarkable finding implies that the 
processes affecting the production of the response sequences may have 
acted at the level of the entire sequence, rather than on the individual 
responses making up the sequences. Yet, this conclusion would imply that 
each of the 27 sequences had its own independent probability or "se- 
quence strength." It may be reasonable to assume that a few of the most 
frequent sequences had become complex behavioral units, but we doubted 
that all 27 sequences could simultaneously act as units. Keeping 27 simple 
responses separate would be a formidable discrimination problem-keeping 
27 sequences of three responses separate would seem impossible, especially 
for rats. Some of the sequences were observed rarely, and reinforcement for 
these infrequent sequences was even less common. Therefore, the basis for 
their development into complex behavioral units is not clear. 

Can these findings be explained parsimoniously without assuming 
sequence-level processes? Could response-level processes produce all these 
ordinal sequence probabilities; and if so, could we identify them? Could 
the ordering of sequence probabilities be explained without assuming that 
each sequence had response strength? Professor Neuringer graciously pro- 
vided us with the data from the three experiments so we could carry out 
additional analyses. 

VAR Condition 
We began this analysis by searching for order in the response probabilities 
obtained in their group data. Figure 3.1 is a tree diagram calculated from 
the obtained sequence probabilities in the VAR condition of experiment 2 

(Neuringer et al. 2001). Their experiment compared the sequence probabil- 
ities of two groups of rats exposed to two different reinforcement contin- 
gencies. The VAR condition reinforced variation in response sequences by 
providing food only when a variability criterion was met. The YOKE group 
received the same distribution of reinforcement, but they could obtain food 
by completing any sequences without regard to the variability criterion. 
When shifted to extinction, both groups produced nearly the same ordinal 



Variation and Selection in Response Structures 

Figure 3.1 
This tree diagram represents the sequence hierarchy obtained in the VAR condition 
of experiment 2 of Neuringer et al. (2001). The top of the tree represents the first 
response of the sequence, and the bottom represents completed sequences. Each 
number represents the obtained average conditional probability of a left (L) or right 
(R) lever press or key (K) response, given that the responses higher in that branch 
had already occurred. 

sequence probabilities as they had under the previous reinforcement sched- 
ule. Considering only the VAR condition for now, figure 3.1 shows the 
obtained probabilities of each of the three responses (Left lever, Right lever, 
and Key) leading to the 27 sequences at the bottom of the figure. 

Close examination of the tree diagram shows that it contained consider- 
able redundancy and symmetry. We made several general observations: 

1. Sub-trees were often symmetrical. All probabilities following initial Left 
and Right presses were remarkably similar (compare the left branch of fig- 
ure 3.1 with the right branch). At each position in the tree, Left and Right 
lever presses produced similar probabilities, but Key produced a different 
probability in most sub-trees. This difference may be related to its location: 
the key was located on the back wall, whereas the left and right levers were 
adjacent to the feeder on the front wall. 

2. The top tree (representing the selection of the first response in the se- 
quence) had a uniform unconditional probability (-113) determined by 
end-of-trial cues (or cues signaling the beginning of the trial) such as food 
delivery or timeout. A uniform probability was an optimal solution to the 
VAR contingency because sequences beginning with L, R, or K would be 
equally probable, generating high levels of variability. 
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3. The entire tree diagram seemed to be composed of only three sub-trees, 
defined by the transition probabilities. By approximating each of the ob- 
tained probabilities, we obtained the following three sub-trees: 

Left Key Right Example 
Sub-tree A: 113 113 113 Top tree representing first response 
Sub-tree B: 114 1 I2 114 Following every choice of K 
Sub-tree C: 112 -0' 1 I2 Following every choice of L or R 

Because of this redundancy and symmetry, a model including only these 
symmetrical sub-trees would be able to reproduce the entire tree to a rea- 
sonable approximation. 

4. All transition probabilities, with the exception of the first choice, 
seemed to depend only on the selection of the preceding response. Left 
presses and Right presses were always followed by sub-tree C. Every Key 
response was followed by sub-tree B. This observation is similar to a first- 
order Markov chain. The operanda selected two responses back did not 
influence the probabilities of the third response in the sequence (i.e., the 
sub-trees at level three are the same as those at level two). Thus, there was 
no evidence for a second-order process. 

5. Related to the last point, the tree provided no evidence that the rats 
distinguished between the second and third responses in the sequence be- 
cause all transition probabilities of both depended only on the most recent 
response (they were both of the first order). 

Clearly, the symmetry and redundancy observed in this condition may 
not exist under different reinforcement schedules or in apparatus with dif- 
ferent operanda. As y e  examine other studies below, we identify several 
other response-level processes that are not apparent in the current experi- 
ment. The challenge is to find some parsimonious and systematic way of 
thinking about how all these response-level processes combine to produce 
the observed variation and selection of response sequences. We have found 
that a pseudo-Markov model (figure 3.2) is a useful way of thinking about 
the behavioral effects of a variety of response-level processes on response 
sequences in discrete trial studies. We identify differences between this 
pseudo-Markov model and a true Markov chain below. The purpose of this 
model is to show how a variety of response-level processes can affect a 
much smaller, fixed set of parameters governing sequence production. The 
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Food, 

Figure 3.2 
This state-transition diagram of a pseudo-Markov model summarizes the conditional 
transition probabilities between left (L) and right (R) lever presses and the key (K) re- 
sponse. The rectangle represents the stimulus effects of events such as food delivery 
and time-out that produce unconditional response probabilities. The numbers repre- 
sent approximations of the values obtained in the VAR condition of experiment 2 of 
Neuringer et al. (2001). 

model also allows us to test how well our simplifying assumptions (such as 

only three symmetrical sub-trees exist in the tree) characterize the data, be- 

cause an adequate characterization should accurately reproduce the main 

findings of the experiments. 

Figure 3.2 shows the pseudo-Markov model with the static probabilities 

listed above for each sub-tree. Sub-tree A is represented by the three identi- 

cal unconditional probabilities (113) leading from the stimuli signaling the 
beginning of a new trial (Food, Time-out) to each of the three possible 

responses, L (left), R (right), and K (Key). As in a Markov chain, the proba- 

bilities represented by the other arrows are the conditional probabilities of 

a transition from one response to another, including perseveration on the 

same operandum. Sub-trees B and C (above) provided the values for these 
transition probabilities. 

Even though this model is simpler than the tree diagram of figure 3.1, 

one can immediately see that some of the transition probabilities were 

equal to one another. Only four different probability values are represented 

in figure 3.2. Because of the symmetry observed in the tree diagram, we 
could add simplifying assumptions to this implementation of the model 

for this particular condition. That is, for the VAR condition, let 
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p(LIL) = p(RJL) = p(LIR) = P(R1R) = 0.47 (approximately 1/2), 

p(KIL) = p(K1R) = 0.06 (approximately 0), 

p(L(K) = p(R(K) = 0.29 (approximately 1/4), 

and 

p('KJK) = 0.42 (approximately 1 /2). 

At this point, we have identified the redundancy and symmetry in the 
tree diagram. We now ask: Can the pseudo-Markav model with only these 
four parameters reproduce the original ordering of the sequence probabil- 
ities observed under the VAR condition that were used to create the tree 
diagram? Figure 3.3 displays the answer. 

The top panel of figure 3.3 compares the original VAR data with the post 
hoc predictions of the model. The model provides a good fit, even though 
there are small systematic errors. Nevertheless, the order and relative fre- 
quency of each sequence are approximately equal to the obtained values. 
They are as precise replications as we would be likely to obtain from any in- 
dividual rat. 

The usefulness of this conceptual model becomes apparent when we ex- 
amine the effects of changing the contingency from the VAR condition to 
extinction. The central point made by Neuringer et al. (2001) was that the 
sequence hierarchy obtained under reinforcement conditions was approxi- 
mately maintained under extinction. We would like to know how extinc- 
tion affects response sequences: Are the effects of extinction equivalent to 
changing the values of the model's parameters? Or, are additional parame- 
ters necessary to account for the slightly altered relative frequencies of the 
response sequences? 

The bottom panel of figure 3.3 shows how well the model fits the extinc- 
tion data. The model has the same four transition parameters as in the 
VAR condition above, but we have assumed that extinction has slightly 
increased the probability of the Key response. Increasing the probability of 
the Key response naturally decreases other transition probabilities because 
they must sum to 1.0 for each response. We used the following four param- 
eter values: 

p(LJL) = p(RJL) = p(LJR) = P(R1R) = 0.46 (down from 0.47), 

p(K(L) = p(K(R) = 0.08 (up from 0.06), 



Variation and Selection in Response Structures 

+- Data 
+Model 

'w EXT Condition 
A 

+- Data 
+Model 

Figure 3.3 
A comparison of the post hoc predictions of the pseudo-Markov model with the 
obtained sequence hierarchies from the VAR condition (top panel) and the predicted 
probabilities in the EXT condition (bottom panel) of experiment 2 of Neuringer et al. 
(2001). 

p(L1K) = p(R1K) = 0.225 (down from 0.29), 

p(K1K) = 0.55 (up from 0.46). 

This model, using the same limited number of parameters (which reflect 
the symmetry observed in the VAR condition), does a good job of repro- 
ducing the sequence hierarchy and relative frequencies obtained under 
extinction-even though the model was not generated from the Extinction 
data. The model even reproduces the greatly elevated frequency of the se- 
quence KKK observed in the data. 

The model appears to be a useful way of thinking about how all these 
response-level processes combine to produce the observed variation and 
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selection of response sequences. The model points out that the difference 
between the VAR and Extinction curves in Neuringer et al. 2001 can be 

explained by assuming that extinction slightly increases the probability of 
the Key response (a response-level process). This conclusion is consistent 

with the authors' observation that extinction tends to increase low proba- 

bility activities: Pressing the key had the lowest probability of the three 
responses. We conclude that the ordinal sequence probabilities obtained 

in the VAR and Extinction conditions can be explained by response-level 

processes, without the conjecture of sequence-level processes. 

YOKE Condition 

Each rat in the VAR condition of Neuringer et al. (2001) was paired with a 

yoked partner that received the same distribution of reinforcement but 
without a variability criterion. The Yoke animals were permitted to vary 

their sequences but they were not required to do so. The questions of 

interest were (a) whether this more permissive reinforcement contingency 
would maintain the ordering of sequence probabilities when shifted to ex- 

tinction as those observed in the VAR condition; and (b) whether similar 

increases in variability would occur during extinction. 
Figure 3.4 is a tree diagram calculated from the obtained sequence proba- 

bilities in the YOKE condition. Close examination of the diagram shows 
that it also contains redundancy and symmetry, but less than that observed 

in the VAR condition. We make three general observations: 

LKL LKK LKR KLL K U  KLR KRL KRK KRR RKL RKK RKR 

Figure 3.4 
This tree diagram represents the sequence hierarchy obtained in the YOKE condition 
of experiment 2 of Neuringer et al. (2001). 
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1. There appeared to be at most four sub-trees because most sub-trees con- 
tained approximately the same transition probabilities. By approximat- 
ing each of the obtained probabilities, we obtained the following four 
sub-trees: 

Left Key Right Example 
Sub-tree A: 112 -O+ 112 Top tree representing first response 
Sub-tree B: 21 3 -0' 113 Following L in third position 
Sub-tree C: 113 -0+ 213 Following R in third position 
Sub-tree D: 114 112 114 Following every choice of K 

Sub-trees B, C, and D appeared to reflect a simple tendency to persist on the 
same operandum last selected but otherwise avoid the Key. 

2. The bias toward perseveration was stronger in the third response posi- 
tion than in the second position. This observation is important because it 
implies that a simple first-order process would not be sufficient: we needed 
to consider either a second-order process or non-stationary transition prob- 
abilities that would depend on the current position within the sequence. 

3. The probabilities of each response in the third response position did not 
depend upon the particular sequence of the two previous responses, but 
only on the last response. Therefore, there was no longer any reason to 
consider a second-order process (for this data set). A simpler approach was 
to assume that the probability of repeating a response depended upon 
the number (1 or 2) of responses already produced. This implied that tran- 
sition probabilities were not stationary: prob(persist) = f(position in the 
sequence). Since this data set provided only two points in the response 
sequence involving non-stationary probabilities (the second and third posi- 
tions), it was not possible to determine the underlying function. Therefore, 
we did not attempt to derive the function; instead, we simply represented 
the two positions by their obtained transition probabilities (sub-trees B and 
C) and acknowledge that the second and third response positions differed 
in the tendency to repeat the last response. 

The observations above provided all the details necessary to see if the 
pseudo-Markov model would be a useful method of combining each of 
the response-level processes that appeared responsible for the ordering 
of response sequences in the YOKE condition. The redundancy in the tree 
diagram allowed us to represent all response probabilities as four sub- 
trees. Thus, this condition required one more sub-tree than did the VAR 
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Table 3.1 
Parameter values for the YOKE condition in Neuringer, Komell, and Olufs 2001. 

Sub- 
tree Description 

- - 

Response YOKE Extinction 
- - 

A Unconditional probabilities for first 
response 

B Probability of second response given 
initial response of L or R (Probabilities 
of L and R were reversed following L 
or R.) 

C Probability of third response given an 
initial response of L or R (Probabilities 
of L and R were reversed following L 
or R.) 

D Probability of second or third response 
given a previous response of K 

- 

Left 
Key 
Right 
Left 
Key 
Right 

Left 
Key 
Right 

Left 
Key 
Right 

condition, because the probability of persisting on a lever was greater in the 
third response position than in the second position. Sub-trees B and C rep- 
resent these different levels of persistence. Table 3.1 provides the parameter 
values for both the YOKE condition and for the subsequent Extinction phase. 

The top panel of figure 3.5 compares the model's post hoc predictions 
with the relative frequencies obtained in the YOKE condition. The good fit 
by the model implies that our identification of the response-level processes 
and their influence on response probabilities at each position in the se- 
quence were adequate to reproduce the observed sequence hierarchy. 

The bottom panel of figure 3.5 compares the model's predictions with 
the data obtained when the YOKE group was switched to extinction. Again, 
the model fits the data well, even though our simplifying assumptions were 
generated from the YOKE data, rather than the Extinction data. The model 
helps us recognize that the difference between the YOKE and Extinction 
curves in Neuringer et al. 2001 can be explained by assuming (a) that ex- 
tinction slightly increases the low probability of the Key response in the 
first response position (sub-tree A) and (b) that the increasing tendency to 
persevere on the left or right levers in the second and third response posi- 
tions of the YOKE condition (the difference between sub-trees B and C) was 
not as strong during extinction. 
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Figure 3.5 
A comparison of the post hoc predictions of the pseudo-Markov model with the 
obtained sequence hierarchies from the YOKE condition (top panel) and the EXT 
condition (bottom panel) of experiment 2 of Neuringer et al. (2001). 

We conclude that the ordinal sequence probabilities obtained in the 
YOKE and Extinction conditions can be explained by response-level pro- 
cesses, without the conjecture of sequence-level processes. 

Summary 

Our reanalysis of Neuringer et al. 2001 has been helpful in two main ways 
toward understanding of the processes responsible for variation and selec- 
tion of response structures. It has demonstrated that the processes respon- 
sible for variation and selection of the response sequences observed in each 
condition (measured by the ordinal sequence probabilities) can be attrib- 
uted to identifiable response-level processes, without the necessity to pos- 
tulate sequence-level processes. Response-level processes masqueraded as 
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sequence-level processes. The authors identified some of these response- 
level processes and some are new: the tendency to avoid the key, the ten- 
dency to repeat the same response just emitted, the tendency to treat left 
and right lever presses the same (the symmetry in the sub-trees), and the 
tendency to produce more low-frequency responses during extinction. 

The second benefit of this analysis is the creation of a conceptual, 
"pseudo-Markov" model that allows many response-level processes to act 

on a smaller, fixed set of parameters. Even though this model resembles a 
Markov chain, it is designed specifically for response sequences in discrete- 
trials procedures, which violate requirements of formal Markov chains. For 
example, stationary Markov chains are of fixed order. Yet in a discrete-trials 
procedure, the first response in a sequence must always be of order zero, 
since no response has occurred since food was delivered. The second re- 
sponse can be at most of the first order, since only one response has 
occurred that could have an influence. The third response could at 
most be of the second order, and so on. Unlike true Markov chains, our 
pseudo-Markov model allows reinforcement to "reset" the model's state 

through unconditional probabilities. Transition probabilities do not all 
have to be the same order, and some may be stationary while others are 
non-stationary. The model is based on the branching process used to create 

the descriptive tree diagrams of figures 3.1 and 3.4. The model provides a 
framework with the flexibility to allow many response-level processes to 
act in concert on a smaller, fixed set of parameters. It is most useful when 
we can show that a process affects a particular parameter, such as a particu- 
lar transition probability or stimulus effect. We have identified some of 
these response-level processes above, but the list is far from complete. 

This model provides a conceptual framework for us to examine addi- 
tional response-level processes in the next two sections, which describe 
two experiments designed to further identify the processes responsible for 
the variation and selection of response structures. 

Experiment 1: Effects of Reinforcing a New Target Sequence 

Our central question concerned what happens to response structures when 
reinforcement contingencies change. So far, we have examined only shifts 
to extinction. When the reinforcement contingencies change in other 
ways, other processes might affect the variation and selection of response 
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structures. In this experiment, we implemented Reid's (1994) modification 

of the repeated acquisition procedure (Thompson 1973). We trained eight 
rats to complete a particular three-response sequence on two levers for sev- 

eral weeks until the accuracy of each trial was stable. Then we exposed 

them to the "split-session" condition, which imposed two different se- 

quence contingencies in each session. Subjects earned the first 30 rein- 

forcers by producing the training sequence, just as in training sessions. 

Then the target sequence was changed without warning to another three- 

response sequence, selected at random, for the remainder of the session. 

Sessions lasted until either 150 pellets were delivered or 90 minutes had 

elapsed. During each session, every lever press caused all three panel lights 
to blink off for 0.3 second. Reinforcement followed the correct completion 

of the target sequence. A 5-second timeout, with panel lights off, followed 

incorrect sequences of three responses. No feedback was provided within a 

trial to indicate correct or incorrect responses. This daily procedure was re- 

peated until all subjects were exposed to every new target sequence twice. 
Thus, each phase lasted for 16 daily sessions. This procedure was repeated 

for all subjects in subsequent phases in a balanced Latin square design, 

with each phase involving a different training sequence. 

The design of this experiment provided three situations in which we 

could look for response-level processes within the same sessions of the 

split-session condition: in training trials preceding the switch to a new tar- 

get sequence, such as the last 10 trials before the switch, in extinction trials 

(trials after the switch but before the subject had been reinforced for 
successfully completing the new target sequence, and in trials in which 

subjects had been reinforced for producing the new target sequence-a 

combination of extinction and reinforcement effects. 

This experiment asked two questions: Is there a relationship between the 

type of training sequence and the errors produced during training? Are the 

response positions in the sequence equally sensitive to the change in con- 

tingency? By utilizing only two levers instead of the three operanda used 

by Neuringer et al. (2001), we were also able to test Catania's (1971) hy- 

pothesis that response strengths of repeated instances of the same operant 

class should summate. That is, when subjects are trained to complete a 
(say) Left-Left-Right sequence, the response strength for pressing the left 

lever should not depend only on its position in the sequence. Instead, 
the response strength of the first left press should (approximately) sum 
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with the response strength of the second left press because they are two 
instances of the same operant class. This summation should result in a sub- 

sequent probability of selecting Left that is not determined exclusively by 
its position in the sequence. When incorrect sequences are produced, a dis- 
proportionately large number should share the same dominant response as 

the training sequence. 

We began our analysis by asking the question: Were each of the response 

positions in the sequence equally sensitive to the change in contingency? 
This question may be answered by examining the persistence of respond- 

ing (resistance to change) in each position as a function of the response 

required in the new target sequence. The top panel of figure 3.6 shows 
how the persistence of responding in each position depended upon 
whether the same or a different response was required in that position in 
the new target sequence. The vertical line represents the trial in which the 

thirtieth pellet was delivered. Points to the left of this line represent 

responding before the shift to the new target sequence, and points to the 

right represent the persistence in responding after the shift. Filled symbols 
represent trials in sessions in which the new target sequences required the 

same response in the first, second, or third position as that required by 
the training sequence. No change in behavior was required for each of these 

response positions, and persistence declined only slightly. Open symbols 
represent trials in sessions in which the new target sequences required a dif- 
ferent response in the first, second, or third position than that required by 
the training sequence. Subjects showed less persistence (equivalently, less 

resistance to change) in the third response position (closest to food) than 

in any other response position. This effect can be observed by the more 
rapid decrease in the curve with open circles than in the other curves. 

At first glance, the persistence curves of figure 3.6 seem to indicate 
a graded degree of persistence as a function of position in the sequence 

(first > second > third). However, the sensitivity of each response position 

should be represented by the difference in height between the "Same" 
curves and the "Different" curves (i.e., "First Same" minus "First Different"; 

"Second Same" minus "Second Different", etc). The bottom panel of figure 
3.6 presents this sensitivity measure for the first 70 trials after the transition 

to a new target sequence. The third response position (closest to food) was 
clearly more sensitive to changes in the contingency than were the other 
response positions, which did not differ from one another. Contrary to in- 
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Figure 3.6 
The top panel shows how the persistence of responding in each position of a three- 
response sequence depended upon whether the same or a different response was 
required at that position in the new target sequence. Filled symbols represent trials 
in sessions in which the new target sequence required the same response in the first, 
second, or third position as that required by the training sequence. Open symbols 
represent trials in sessions in which the new target sequence required a different 
response in the first, second, or third position than that required by the training 
sequence. The bottom panel shows the sensitivity of each response position to the 
change in contingency. 
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tuition, the response position closest to reinforcement was the least resis- 
tant to change. 

Differential sensitivity to the change in contingency of response position 
in the sequence may be a powerful response-level process (or, more likely, 
a combination of different extinction and reinforcement processes). In an 

experiment similar to the current one, Reid (1994) demonstrated that the 
response position closest to reinforcement was the first to change. That is, 

when rats were switched to a new target sequence requiring a different 
response in only the first or the last position of the sequence, the last 
response position showed less persistence and greatest sensitivity to the 
change in the contingency (faster learning of the new sequence). The cur- 
rent results replicate and extend Reid's findings. The new target sequences 
in Reid (1994) always differed from the training sequence by only one 
response (in the first or last position). However, in the current study, new 
target sequences differed by one, two, or all three responses. The current 
results extend Reid's (1994) findings by clearly demonstrating differential 
sensitivity of response position even when the new target sequence is 
extensively different from the training sequence. 

The most common response-level process postulated in response se- 
quences is that reinforcement differentially strengthens responses closer 
in time to reinforcement than those less contiguous-a relation often de- 
scribed as the delay-of-reinforcement gradient. Accordingly, the persistence 
of responding at each position in the sequence (resistance to change) 
should differ when subjects are shifted to extinction. Researchers have dis- 
agreed on the effects of extinction because shifts to extinction involve both 
the previous strengthening effects of reinforcement and the weakening 
effects of non-reinforcement. For example, Fantino and Logan (1979) pro- 
vided a clear prediction of one effect: "In a complex chain . . . if the delivery 
of the food pellet were discontinued, the whole chain should be extin- 
guished. The lever-press, the last response in the sequence, should be the 
last response to extinguish." (p. 171) The authors went on to propose a 
general principle: "In general, responses at the end of the chain are most 
readily acquired and are most resistant to extinction." (p. 173) Even 
though the data depicted in figure 3.6 directly contradict this prediction, 
Nevin, Mandell, and Yarenski (1981) did observe greater resistance to 
change in the terminal links of chain schedules than in the initial links 
when subjects were provided with extra food in the home cage or within 
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the session. Nevertheless, other researchers such as Williams (1999) and 
Williams, Ploog, and Bell (1995) have observed a backward progression of 
extinction in chain schedules. This implies that the last response in the 
sequence (or chain schedule) is the first to change in extinction, and the 

first response is the last to change. 
The current experiment allows us to measure the effects of extinction on 

each response position within the sequence for each subject separately. For 

each session, we counted the number of trials after the transition to a new 
target sequence until that subject made changes in the first, second, or 
third response positions. Because changes may be influenced by stochastic 
factors, we decided not to restrict our count to the first change in that 
response position. Instead, we maintained separate counters for the first, 
third, sixth, and tenth change in each response position. In order to isolate 
extinction effects from the effects of reinforcing new sequences, reinforced 
trials were not included. 

This analysis is shown in figure 3.7. These data are compatible with a 
backward progression of extinction. When exposed to extinction, the first 

*2nd Position 

Change Number 

Figure 3.7 

The mean number of trials after the transition to a new target sequence until subjects 
made changes in the first, second, or third response positions of the training se- 
quence. Separate counters were maintained for the the first, the third, the sixth, and 
the tenth change in each response position. Reinforced trials were not included in 
these counts. 
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response position required more trials before the response changed (i.e., be- 
fore the subject switched from the response learned during training to the 
other lever) than that required for changes in the second and third posi- 
tions (which did not differ from each other). These data are compatible 
with the assumption that backward progressions of extinction are pro- 
duced by systematic decrements in response strength at each position, but 
an alternative explanation is possible. Our extinction trials produced end- 
of-trial cues, namely time-out, which could act as a discriminative stimulus 
to set the occasion for the first response in the sequence. These cues would 
be present for the first response in the sequence, but not for the second 
or third response positions. The elevated persistence observed in the first 
position in figure 3.7 may have been due to the additional effects of the 
discriminative stimulus, rather than due to the decremental effects of 
extinction on response strength at each position within the sequence 
(Williams et al. 1995). Unfortunately, the design of this experiment does 

not allow us to rule out either potential explanation, but experiment 2 
(below) explicitly examines the effects of end-of-trial cues in discrete-trials 
procedures. 

Error Analysis 

Even though subjects were exposed to the Training condition until stability 
criteria were met, errors in the production of the sequences occurred. Were 
response-level processes responsible for this variability? Was there a rela- 
tionship between the type of training sequence and the errors produced? 
The answer is "Yes" to both questions. We examined the errors made in 
several ways. We began by creating tree diagrams (figures 3.1 and 3.4) to 
identify redundancy and symmetry, as we had observed in the data of 
Neuringer et al. (2001). But we found that we could not simplify the trees 
-the trees were not composed of a small number of redundant sub-trees, 
and the probabilities of left and right presses in each sub-tree were usually 
not symmetrical. 

Catania (1971) helps explain the lack of redundancy and symmetry in 
our tree diagrams by identifying a response-level process in operation in 
his sequences. Our subjects were trained to complete a three-response se- 
quence on two different levers. Therefore, every sequence had to contain 
at least two presses of the same lever. Catania (1971) demonstrated that 
the response strengths of discriminated operants occurring in different 
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positions of a sequence contribute independently to subsequent respond- 
ing. Thus, when a sequence contains more than one instance of the same 

operant class (e.g., two left lever presses), the response strengths of the two 
instances of this operant (left press) approximately summate. Therefore, 
when subjects are trained to complete a Left-Left-Right sequence, the sub- 
sequent probability for pressing the left lever would not depend exclusively 
on its original position in the sequence. Instead, the response strength of 

the first left press is approximately added to the response strength of the 
second left press, resulting in a subsequent probability of selecting left that 

is not determined exclusiveIy by its previous position in the sequence. If 
Catania's (1971) hypothesis is correct, then errors in sequence production 
should strongly favor sequences that share the same dominant response as 
the training sequence. 

To test Catania's (1971) hypothesis, we compared the number of incor- 
rect sequences occurring during training (in the ten trials in all split ses- 
sions before the shift to a new target sequence) that shared the same 
dominant response to those that favored the other (different) lever. Because 
we were interested in errors, we disregarded all correct sequences. Thus, 
three possible sequences remained that shared the same dominant re- 
sponse, and four possible sequences contained repetitions on the other 
lever. The left side of figure 3.8 shows the proportion of trials generated 
during training that shared the Same or Different dominant response as 
the training sequence. We have simplified description of the sequences in 
order to eliminate redundancy. Thus, "AAA" represents all LLL and RRR 

sequences; "ABA" represents all LRL and RLR sequences; " A B B  represents 
all LRR and RLL sequences; and "AAB" represents all LLR and RRL 
sequences. The "AAA" sequences are not shown because errors rarely 
occurred during these training sequences. The left side of figure 3.8 shows 
that the proportion of incorrect sequences that shared the Same dominant 
response as the training sequence was substantiaIly greater than the pro- 
portion favoring the Different response. This powerful effect was observed 
even though there were fewer "Same" sequences to "choose" from than 
"Different" sequences (three versus four). Thus, Catania's (1971) hypothe- 
sis is strongly supported. 

This response-level process explains why the tree diagrams were not sym- 
metrical. The probabilities of left and right presses in sub-trees were not 
equal because their probabilities were not independent in each position in 
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Figure 3.8 

The proportion of trials containing incorrect sequences sharing the same or different 
dominant response as the training sequence occurring in split sessions before (left 
panels) or after (right panels) the switch to a new target sequence. 
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the sequence. Requiring subjects to repeat the same operant within a se- 
quence complicates the tree and makes the relation between response 
strength and position in the sequence more difficult to ascertain. 

The right side of figure 3.8 shows the same analysis, but in the ten extinc- 
tion trials following the switch to a new target sequence (in the same ses- 
sions as in the left side of the figure). Sequence AAB continued to produce 
incorrect sequences sharing the same dominant response as the training se- 

quence, but this effect did not occur in the other three types of sequences. 
This difference may be due to slower learning after training on AAB. Reid 
(1994) demonstrated that when rats were trained to complete AAB then 
shifted to a new target sequence, learning occurred slower than with other 
training sequences. (See also McElroy and Neuringer 1990; Neuringer 
1991.) 

Was the accuracy of responding equal at each position in a sequence? To 
answer this question, we again examined the ten trials in all split sessions 
before the shift to a new target sequence. The graphs on the left side of fig- 
ure 3.9 show that accuracy did depend upon the position in the sequence, 

but it also depended strongly on the type of training sequence. Errors dur- 
ing training were rare in all positions for sequence AAA. Accuracy increased 
systematically as the sequence progressed in sequence ABB, but accuracy 
decreased systematically in sequence AAB. 

The right side of figure 3.9 shows the proportion correct across the three 
response positions occurring in the first ten extinction trials following the 
switch to a new target sequence. Proportion correct in this situation was 
based on the requirements of the training sequence, even though the se- 
quence was no longer reinforced. The pronounced decrease in accuracy 
across sequence AAB observed in training was also observed in the extinc- 
tion trials following the switch. The overall pattern of accuracy with each 

sequence type generally replicated that observed during the training trials, 
but with slightly more variability during extinction. 

ABB versus AAB 

We have just seen two ways in which the sequences ABB and AAB have 
been surprisingly different. Figure 3.8 showed that Catania's (1971) hy- 
pothesis about response strength (above) played an important role in se- 
quence generation following the shift to new target sequences for AAB, 
but not for ABB. And figure 3.9 showed that the accuracy at each position 
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Figure 3.9 

The proportion of correct responses in  the first, second, or third response position in 
the sequence before (left panels) or after (right panels) the switch to a new target 
sequence, based on the requirements of the training sequence. 
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Table 3.2 
Comparison of the types of incorrect sequences occurring when trained to complete 
AAB or ABB. These training sequences were correlated with statistically significant 
(p < 0.05) increases or decreases in the frequency of particular sequences. AAB and 
ABB often had opposite effects on the production of incorrect sequences. 

Training Incorrect Mean no. 
sequence sequence Effect of trials x2(6) 

AAB AAA t 4 1 140.9 
ABB 1 9 19.5 
AAB AB A t 39 59.5 
ABB 1 1 94.3 
AAB BAB 1 8 42.1 
ABB t 29 102.5 
AAB BBB 1 7 38.4 
ABB t 42 209 
AAB BBA 1 6 63 
ABB 1 5 51.9 

was an increasing function of position in the sequence for ABB, but a 
decreasing function for AAB. Reid (1994) had earlier demonstrated that 
rats learn new target sequences faster when previously trained on ABB 
than when training on AAB. Why would these sequences have such differ- 
ent effects when they seem so similar? The sequences have more in com- 
mon than not: they share the same first and last responses and both 
require a single changeover from one lever to the other-they differ only 
in the position of this changeover within the sequence. 

In addition to the differences above, we also found that the errors that 
occurred after extended training on the two sequences differed consider- 
ably and reliably. Errors were not random-they depended strongly on the 
training sequence. We counted the number of incorrect sequences of each 
type occurring in the last 20 training trials in all split sessions for each 
training sequence. Table 3.2 identifies those incorrect sequences that were 
highly probable and those that were improbable. Training on ABB and AAB 
often had opposite effects on the types of incorrect sequences produced 
during training. Training on AAB produced significantly more sequences 
of AAA, ABA, BAB, and BBB; training on ABB produced significantly fewer 
of those same sequences. Yet opposing effects were not always observed. 
The two training sequences showed two similarities: The probabilities of 
producing sequence BBA were significantly lower than average with both 
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training sequences, and when trained to complete AAB, subjects frequently 
produced ABB (and vice versa). (See also McElroy and Neuringer 1990; 

Neuringer 199 1 .) 

Summary 
Experiment 1 identified several response-level processes that influence the 
variation and stability of response sequences: 

The degree of persistence of responding in each position in the sequence 
depended upon whether the same or a different response was required in 
the new target sequence. 

When exposed to extinction, the first response position required more 
trials before the particular response changed than that required for changes 
in the second and third positions. 

The proportion of incorrect sequences that shared the Same dominant re- 
sponse as the training sequence was substantially greater than the propor- 
tion favoring the Different response (Catania's hypothesis). 

The accuracy of responding at each position in a sequence depended 
upon the position in the sequence, but it also depended strongly on the 
type of training sequence. 

Even though the sequences ABB and AAB appear to be more similar than 
different, they produced surprisingly different effects. Some of these effects 
may be explained post hoc by the response-level processes identified above 
(particularly Catania's hypothesis), but the experiment did not specifically 
test these explanations. 

Experiment 2: Effects of Degrading End-of-Trial Cues on Sequence . 
Variability 

The list above of response-level processes is clearly incomplete. In the dis- 
cussion above, we alluded to a process that may help explain some of the 
unanswered questions about the source of incorrect sequences observed 
above. In discrete-trials procedures, each trial terminates with end-of-trial 
cues such as food delivery or timeout. When subjects are shifted to extinc- 
tion conditions or required to complete a new target sequence, these end- 
of-trial cues may be degraded-trials no longer terminate with food 
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delivery (Williams et al. 1995). Therefore, position in the sequence may not 
have as much stimulus control over responding-the subject may not be- 
gin the sequence correctly or may "get lost" in the sequence. Experiment 
2 tested this hypothesis by systematically manipulating the cues terminat- 

ing sequences in a discrete-trials procedure. We asked: How does degrading 
end-of-trial cues influence which sequence is generated next? How does 
this effect depend upon characteristics of the training sequence? To answer 
these questions, we exposed six naive rats to six phases with two condi- 

tions in each phase: baseline training and probe sessions. In the baseline 
training condition, each subject learned to complete a single three- 
response sequence on two levers until responding stabilized and accuracy 
exceeded 80 percent for five consecutive days (requiring 14-52 days). Ex- 
periment 1 had indicated that two of the eight possible three-response 
sequences, LLL and RRR, might produce too little variation to be informa- 
tive in this study. Therefore, we restricted the training sequences to the six 

remaining sequences. The six subjects were trained to complete each of the 
six sequences in separate phases presented in a balanced Latin square de- 
sign. Sessions ended after 100 pellets were delivered or 150 trials were com- 
pleted. Each lever press pulsed the three panel lights off for 0.3 second, and 
no feedback was provided within a trial about the accuracy of responding. 

Correctly executed sequences resulted in the presentation of a tone for 0.3 
second and the delivery of a food pellet. Incorrect sequences resulted in 10- 
second timeout with the panel lights off, and the tone was not presented. 
Thus, the tone was an end-of-trial cue that was always paired with correctly 
executed sequences and food delivery. 

Following baseline training, subjects were exposed to daily probe sessions 
for 7-16 days per phase. The contingencies were generally the same during 
probe sessions as during baseline training. However, every twelfth correctly 
executed sequence served as an unreinforced probe trial that degraded the 
end-of-trial cues in either of two ways: (a) the brief tone was presented but 
no reinforcement was delivered ("tone probes"), or (b) neither the tone nor 
reinforcemeht were presented ("no-tone probes"). The brief tone was pre- 

sented randomly on half of these unreinforced probe trials. We were inter- 
ested in the sequence that the subject produced following reinforced trials 
and these two types of probe trials. Our question was "How do end-of-trial 
cues influence the next sequence generated?" 
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Degrading the end-of-trial cues in probe trials produced systematic reduc- 
tions in the accuracy of the subsequent trial in all subjects. The baseline ac- 
curacy of trials with normal end-of-trial cues in probe sessions averaged 
81.5 percent across subjects. Probe trials ending with the brief tone but 
without food delivery reduced accuracy on the subsequent trial to 64.6 per- 
cent. Probe trials with neither the tone nor food delivery reduced accuracy 
to 52.0 percent. Much of the reduction in accuracy was due to a failure to 
begin the next sequence with the correct response in the first position. 
When an incorrect sequence was produced following tone probes, 61.9 per- 
cent had an error in the first position of the sequence. This value increased 
to 73.3 percent following no-tone probes. Some of these errors in the first 
position were produced by inappropriately repeating the last response of 
the probe trial (tone probes: 62.2 percent; no-tone probes: 70.1 percent). 

Figure 3.10 shows how errors in sequence production depended upon 
the training sequence. It shows how the incorrect sequences were distrib- 

uted over the seven remaining possible sequences for the three conditions 
in the probe sessions (trials ending normally with tone and food, tone 
probes, and no-tone probes). Each training sequence produced a distinctive 
pattern of errors in all three conditions. Thus, errors were not generated 
at random-rather, they depended on characteristics of the training 
sequences. When end-of-trial cues were degraded, each training sequence 
produced a similar distribution of errors across sequence types as that 
observed when end-of-trial cues were intact. We infer from this observation 
that the processes responsible for generating incorrect sequences were qual- 
itatively the same in all three conditions. Degrading end-of-trial cues did 

increase the number of incorrect sequences (in ways identified above), but 
other processes appear to be responsible for the overall pattern of errors 
observed for each type of training sequence. 

In experiment 1, we found that Catania's (1971) hypothesis about the 
summation of response strengths was a powerful response-level process 
influencing the production of sequences. We could determine whether 
this process was important in this experiment. Did those sequences requir- 
ing two responses on the same lever produce errors that also had two 
responses on the same lever? Figure 3.11 shows this relation for each sub- 
ject and each sequence type (i.e., ABB, AAB, ABA) for both types of probe 
trials. Catania's (1971) hypothesis was supported in 33 of 36 situations. 
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Figure 3.10 
The training sequences produced different distributions of incorrect sequences as 
end-of-trial cues were manipulated in three conditions. 
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The percentage of trials containing incorrect sequences sharing the same or different 
dominant response as the training sequence following two types of probe trials for 
each subject and each type of training sequence. Training sequences requiring two 
responses on the same lever produced sequence errors that also had more responses 
on that lever than on the different lever. 
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Sequence ABB showed the strongest effect: for all subjects nearly all of the 
incorrect sequences following both types of probe trials contained two or 
more "B" responses. The same, but reduced, effect was observed for five of 
six subjects following sequence AAB (Rat 3 was the exception). Following 

sequence ABA, all subjects showed the effect in probe trials ending with 
the tone, and four of the six rats showed the effect following no-tone 
probes. With this ABA sequence, all subjects (particularly Rats 3 and 9) 

also showed a strong tendency to continue alternating on the levers 
(producing the sequence BAB; see figure 3.10)) especially when the end-of- 
trial cues were most degraded. We conclude that the summation of re- 
sponse strengths was a powerful response-level process influencing the 
subsequent generation of sequences in both situations of degraded end-of- 
trial cues. 

Summary 

Each training sequence produced a distinctive, highly predictable pattern 
of errors. The patterns of errors observed in this experiment were the same 

as those observed in experiment 1. Errors were not generated at random. 
The errors did depend upon characteristics of the training sequence. The re- 
lation between the training sequence and the incorrect sequences produced 
was not based on simple sequence-level processes such as generalization 
across sequences or some similarityldissimilarity metric. That is, they were 
not simply a function of the number of changeovers required or the posi- 
tion of a changeover in the sequence. Degrading the end-of-trial cues had 
two main effects: It produced approximately the same types of incorrect 
sequences as those observed when the cues were intact. This observation 
implies that normally occurring errors may be caused by failure to correctly 
identify the end of a trial (or failure to properly begin the next trial)-a 
problem of stimulus control. These errors depended upon the training se- 
quence in two simple ways: They shared the most frequent response of 

the training sequence, and many had errors in the first position produced 
by inappropriately repeating the last response of the preceding probe trial. 
Both of these factors are response-level processes, rather than sequence- 
level processes. Thus, response-level processes were responsible for the 
variation and selection of response sequences when end-of-trial cues were 

intact and when they were degraded. 
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Conclusions 

We have now examined three situations in which the processes responsible 
for variation and selection of response structures in stable and in changing 
environments were response-level processes rather than sequence-level pro- 

cesses. In each case, sequence-level processes appeared at first glance to be 
implicated, but we discovered that response-level processes were ultimately 

responsible. For example, Neuringer et al. (2001) demonstrated that the 
hierarchy of individual sequence probabilities established during reinforce- 

ment conditions was generally maintained during extinction. This observa- 
tion is consistent with the hypothesis that each sequence had become a 
behavioral unit, with its own strength independent of the strengths of the 
constituent responses. However, we have shown that identifiable response- 
level processes were sufficient to explain the stability of the sequence hier- 
archy, so an assumption that each sequence had its own response strength 
was unnecessary. 

Sequence-level stability may be produced by response-level processes. 
Sequence-level processes may not necessarily be involved. Therefore, the 
observation of stability in sequence probability (e.g. Neuringer et al. 2001; 
Pisacreta 1982; Schwartz 1981, 1982, 1986; Vogel and Annau 1973) should 
not be a sufficient criterion to conclude that each sequence has become a 
behavioral unit with its own strength. Stability across situations (Zeiler 
1986) is not sufficient to demonstrate that a sequence has strength because 
response-level processes acting on arbitrary responses may be responsi- 
ble for the stability. The classification of a sequence as a behavioral unit 

should imply the involvement of sequence-level processes. Even though re- 
sponse probability may be a suitable measure of response strength for sim- 
ple operants, sequence probability is not a sufficient measure of strength of 
complex response sequences. Any sequence will have some probability 
even though it may not have strength independent of its constituent 

responses. 
Complex behavioral units involving sequence-level processes do exist. 

They have been demonstrated in a variety of reinforcement contingencies 
and species. For example, Fetterman and Stubbs (1982) and Schneider and 
Morris (1992) (see also Shimp, Fremouw, lngebritsen, and Long 1994; 
Stubbs et al. 1987) reinforced sequences of two responses in a reinforce- 
ment schedule in which matching of response sequences was pitted against 
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matching of individual key pecks. With extended training, matching was 
obtained with response sequences rather than with individual key pecks. 
Sequence matching was a clear example of a sequence-level process. Reid 
et al. (2001) (see also Reed et al. 1991) demonstrated the development of 
complex behavioral units by showing how inter-response times (IRTs) be- 
tween lever presses became organized around sequence boundaries when 
the boundaries were demarcated or not. This temporal organization of be- 
havior reflects sequence-level processes. 

It is easy to imagine situations in which the formation of complex behav- 
ioral units would be highly adaptive. For example, in a stable environment 
that reinforces a consistent pattern of behavior, the formation of complex 
units may be an effective way of maximizing reinforcement rate. If the re- 
inforcement schedule is changed in such a way as to reinforce multiple 
instances of the same behavioral pattern (such as a ratio schedule), it may 
not be surprising that the pattern maintains its integrity (Pisacreta 1982; 

Schwartz 1982, 1986), whether sequence-level or response-level processes 
are ultimately responsible. It has not been clear, however, what happens 
to the unit when the reinforcement schedule changes in such a way that 
this behavioral pattern no longer produces the highest reinforcement rate. 
This chapter has examined situations of this type: shifts to extinction, to 
a new target sequence, and situations in which end-of-trial cues were 
degraded. Even though organisms may form complex behavioral units, it 
appears that animals adapt to these changing contingencies through a 
combination of response-level processes, rather than through processes 
that maintain the strength of the complex behavioral unit. 

The processes acting on the individual response are more easily observed 
in sequences composed of unique operant responses, rather than sequences 
requiring the repetition of responses in the same operant class. This is 
because reinforcement may act on each response independently, so repeti- 
tions of responses may produce (approximate) summation of their subse- 
quent response probability (Catania 1971; Catania et al. 1988). This was a 

powerful effect observed in experiments 1 and 2 (e.g., figures 3.8 and 3.11). 
The simplicity of the symmetrical, redundant tree diagrams of Neuringer 
et al. (2001) existed because they used a different operandum for each 
response in the sequence. In future studies, researchers may want to pro- 

vide separate operanda for each response to ensure the independence of 
responses. 
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The pseudo-Markov model described above is not proposed as a well- 
developed behavioral model. Rather, it is a useful conceptual framework to 
see how a variety of response-level processes can act in combination to influ- 
ence the stability and variability of response structures by their effects on a 
fyred, limited set of parameters. For example, we found that changes in 
particular conditional transition probabilities were sufficient to reproduce 
the main findings of Neuringer et al. (2001). The results of experiment 2 
were due to changes in the effectiveness of end-of-trial cues (or equiva- 
lently, beginning-of-sequence cues), which are represented in the model as 
the unconditional response prob,abilities resulting from the discriminative 
stimuli beginning a sequence. The pseudo-Markov model provides a useful 
conceptual framework for understanding the combination of processes 
producing variability and selection of response sequences. Importantly, it 
helps us understand that the study of reinforcement's effects on behavioral 
patterns may not be intractable after all. The model may allow us to iden- 
tify the point (within an experiment and within individual subjects) in 
which response-level processes can no longer account for behavioral pat- 
terns, and sequence-level processes will demonstrate that new behavioral 
units have developed. 
. We began by asking: How can one model the effects of reinforcement on 

behavior if the affected behavioral structure changes? The formation of 
complex behavioral units from simpler reinforced operants may be an 
infrequent occurrence, occurring substantially less often than we had 
assumed. Over the last century, chaining theory had encouraged us to 
view learned response sequences as highly ordered and inflexible, so the 
"problem" of the behavioral unit was viewed with trepidation. Yet the re- 
search literature contains relatively few clear demonstrations of the forrna- 
tion of new complex units. (For a review, see Reid et al. 2001.) We now 
know that chaining theory was wrong in the way it implied that sequence 
order would be inflexible. Terrace and his colleagues (Straub and Terrace 
1981; Swartz, Chen, and Terrace 1991; Terrace 1984) have repeatedly dem- 
onstrated the adaptive way in which pigeons and monkeys can skip to 
later positions in the series when "links" of the chain have been removed. 
Thus, our attention on the stability of response structures may have been 
excessive-the ability to vary behavioral patterns (even well practiced pat- 
terns) appears to be a more common and more adaptive characteristic of 
learned serial behavior. 
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